· Are GiveWell's criteria appropriate for individual donors (as defined above)?
The definition of a donor given above is very broad, as there are many reasons one might want to donate money to international aid organizations.  I am not sure about what sorts of organizations fall in the category of international aid.  Donors might want to give to an organization affiliated with a particular religious group or sect.  They might want to promote particular values like freedom, democracy, or abstinence, or they might want recognition at home. Instead of trying to apply a one-size-fits-all program for charity evaluation, GiveWell should define its target audience more narrowly.  There should be an additional bullet point containing something like: “An individual donor’s primary goal is that her donation go as far as possible to improve health and/or economic outcomes of people regardless of their location.”  I think this is an operating assumption of GiveWell anyway, so it would be nice to see it stated more explicitly.  If your goal in giving to an international aid organization is to improve the image of the Church of the Flying Spaghetti Monster in the United States, then you might not think any of GiveWell’s criteria for choosing a charity are relevant.
· Are GiveWell's criteria appropriately defined and defended on the pages linked to above?
For the most part, yes.  There is a little bit too much wiggle room in some critical definitions.  In the impact section:
We seek enough evidence to be confident that a charity changed lives for the better - not simply that it carried out its activities as intended.
This statement could mean different things to different people.  Why not be more explicit about what GiveWell considers impact?  This could be something like: “For our purposes, impact is the degree to which a charity’s programs improve health outcomes or better the economic circumstances of individuals.”  Again, this feels like the working definition GiveWell is using anyway.
I like the way the cost effectiveness section is clear about the imprecision in the exercise.  It might be hard to distinguish between two of the best charities in terms of cost effectiveness, but there is a clear difference between he best and the worst practices.
There isn’t enough of the cost-effectiveness section devoted to comparison of different types of impacts.  This is done fairly well within the context of health impact (use an international standard, the DALY unit).  Even allowing the more narrow definition of impact given above, I don’t see how to compare a program which spends $100 to increase a farmers income $70 a year to one which spends $100 to prevent ten people from contracting malaria per year.  Maybe GiveWell needs a new metric for this.
GiveWell doesn’t have a page devoted to transparency.  I don’t see any reason why GiveWell cannot make a page explaining why donors should give to organizations which consistently measure their impacts.  This sort of argument is laid out on this blog post: http
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·  Does the content of these pages make any claims that are unsupported (when support is claimed) or unreasonable?
The pages are very well supported by sources.  I was a bit frustrated by two of the issue pages linked to in the “What constitutes impact” part of the impact section.  On the education page, there are these two contradictory statements:
1. “Little reliable information is available regarding how to improve school attendance...”
2. “Based on our review of the evidence, we believe that:
· Programs seeking to build schools and provide scholarships - common among charities - may successfully raise school attendance.” 
The water infrastructure page makes a big deal about building wells not being cost effective:
1. because they are likely to fall into disrepair over the course of a decade or two.
2. because illnesses are more likely the result of poor hygiene than of drinking contaminated water
It seems to me that a well which lasts ten years can be used for ten years.  Is that evidence against cost effectiveness?  In regard to the second point, GiveWell quotes a study which finds that hygiene improves in the vicinity of a well.  Does it matter if improved health is not the result of clean water and instead the result of better hygiene, which is in turn the result of a well being built?  I doesn’t matter if I’m a fisherman or if I spilled fish sauce on my shirt at a Thai restaurant, either way nobody is going to sit next to me on the bus.
2nd part
· For the purposes for which GiveWell is using "priority programs," has a reasonable process been used to identify "priority programs?"
The criteria for a priority program is to be featured in both the Copenhagen Consensus and Millions Saved.  Since Millions Saved is exclusively about health related programs, it is not surprising that all of GiveWell’s priority programs are health related.  Some criticism might have been avoided had both of the documents used by GiveWell to identify priority programs featured more than just health related programs.  Although I think that the “lower burden of proof” requirement for some health programs is justified, priority program selection is a different issue.  Clearly GiveWell needs to have some easy to implement rubric to quickly evaluate a large number of charities, but it should explain why only health programs should be considered priority.
· Should other programs be considered "priority" that are not?  Should any of GiveWell's "priority programs" not be considered "priority?"
I think there should be some objective process similar to what GiveWell has done, but with some possibility of including non-health programs.  One possibility is to include programs to which J-PAL has given consistent approval.  I don’t feel like I am qualified to recommend (or derecommend) specific programs, but cash grants seem to automatically fulfill GiveWell’s economic empowerment impact requirements.   Maybe these could be considered.
· Are the heuristics used by GiveWell reasonable for finding top contenders to meet the criteria above?  Are other heuristics possible that might identify other strong charities?
The presence of information about the impact of a charity seems essential for GiveWell’s program.  It is, of course, worrying that this information is taken from the charity’s own website, and is presumably from studies conducted by the charity itself.  This is sort of like evaluating companies based on the CEO’s speeches to shareholders.  I know that William Easterly has done some charity ratings, but on GiveWell’s blog it mentions that he used a similar heuristic to find charities to rate.  With what is available, the heuristic GiveWell is using is acceptable, I suppose.    
Has anyone ever surveyed the “customers” of charities about which organizations they thought were most beneficial?  I assume that many international aid organizations operate in similar areas.  This might not be a bad idea.  If this was a widely used heuristic, then charities would have to market themselves to their customers as well as their donors.  That would be a very good thing.
General Thoughts:
Nitpick:  GiveWell correctly points out that for a number of reasons even good micro studies (experiments) can’t say what will happen when programs move beyond the small pilot program phase, or when they are tried in different regions.  The example GiveWell gives, however, has nothing to do with that:
For example, a study may find that people with loans earn more than people without loans, but this could be a simple matter of competitive advantage of those already receiving loans - it may be that extending loans to everyone would not make an area better off on net.1
A well conducted experiment will deal with this sort of selection bias by using randomization.  That is the whole point of doing an experiment.
It seems like most of the resources GiveWell uses to identify priority programs are health related.  Is this the cause or the result of its focus on health?
I agree with the necessity of the website scanning heuristic.  The cost of maintaining a simple website is next to nothing, and GiveWell considers only relatively large charities.  If a large charity is interested in sharing information about its programs, it should maintain a website.
Finally, I was asked to do this evaluation because I filled out a form on GiveWell’s website indicating that I would be interested in volunteering.  Someone who is willing to volunteer for an organization likely thinks that the organization is doing a good job.  If other the other external evaluators were found this way, then we should expect the evaluations on GiveWell’s website to be more supportive than evaluations done by a randomly chosen person.
